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FLASH TO CLOUD: WHY A
DATA FABRIC WILL HELP YOU
TAKE CONTROL OF YOUR DATA
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Introduction
Today’s data management challenges are being
shaped by the demands of emerging third platform
technologies: social, mobile, analytics, and the cloud.
These new technologies have made current data
management approaches for enterprise data centers
obsolete. At the same time, digital innovators that have
quickly adopted these technologies are exerting intense
pressure on established businesses to be more agile and
innovative while simultaneously reducing costs.
In response to business demands for agility, innovation,
and cost savings, IT organizations have turned to two
powerful new data storage options: on-premises allflash systems and public cloud services. By 2017, an
estimated 80% of IT organizations will have committed
to all-flash configurations for their primary workloads.
Roughly the same number expect at least half of their
IT workloads to run in the cloud by then.*
This means new data management approaches are
needed to bridge on-premises, flash-based applications
(and data) with third platform applications spread

across multiple external clouds. In other words, there’s
a great need for data management designed for
hybrid clouds. Hybrid clouds provide a wide range of
deployment options and a seemingly limitless pool of
compute, network, and storage resources, which is why
most companies are quickly moving into the cloud.
The Data Fabric enabled by NetApp is designed to
meet the needs of hybrid cloud environments. It
enables our customers to respond and innovate more
quickly because data is free to be accessed where it is
needed most. Companies can realize the full potential
of a hybrid cloud model and make the best decisions
for their business. And they retain total control of their
data no matter where it resides.
With a Data Fabric, your hybrid cloud can operate
like a superhighway on which data can move in either
direction—from on-premises all-flash systems to the
cloud and back again—with ease. Your data can go
where you need it most, on demand, and always
under your control.
* “IDC FutureScape: Worldwide Cloud 2016 Predictions,” IDC Web Conference, November 2015;
“Justifying Investment in All-Flash Arrays,” August 2016, IDC #US41646416.
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The Hybrid Cloud Is
Driving Big Changes
in Storage
Data storage systems have entered a new era. In the
1990s, advanced software technologies brought about
storage virtualization, with storage volumes abstracted
from underlying physical devices. Now cloud services
have created a new model, one that combines
virtualization with economies of scale, the likes of
which have never been seen. As a result, the cloud is
changing the face of IT.

The Hybrid Cloud Is the New Ecosystem
Each transition in data storage architecture has been
driven by a corresponding shift in computer platforms,
from mainframe to client/server, from client/server
to virtualized server, and now virtualized servers are

migrating to cloud compute services. Every transition
required an entirely new storage ecosystem, driven by
the advances and realities of storage intelligence and
its corresponding compute resources.
Companies are diverting compute and storage
resources into public clouds to reduce the costs and
resources required by on-premises data centers. The
favorable economics of the public cloud are driving the
transition toward hybrid cloud services, which helps
bridge on-premises and cloud-based systems. Once
again, storage architectures are evolving to meet the
needs of this new computing paradigm.
Moving a virtual machine and its associated
applications between physical servers and cloudhosted servers within a hybrid cloud is well understood
and efficient, but importing and exporting application
data are not as seamless. This data must be housed in
permanent storage, where it is not easily moved.
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Data Fabric Enabled by NetApp

The challenges of moving data between data centers
and public cloud providers have been a significant
barrier to hybrid cloud adoption. A recent survey of
CIOs reported that 78% of enterprise IT organizations
view the ability to manage data across multiple
clouds as critical or very important, yet only 29% of
these organizations say their ability to do so is either
excellent or good.*
What’s needed is a way to manage, secure, protect,
share, and move data among different clouds, with
consistent, connected data management capabilities
that form a coherent, integrated, and compatible
system. Essentially, what’s needed is a Data Fabric that
joins on-premises storage systems—especially all flash,
which is often cloud ready—with numerous public
cloud storage systems.
*www.idgenterprise.com/report/idg-enterprise-cloud-computing-study-2014
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A Data Fabric Eliminates
Hybrid Cloud Silos
To realize the vision of a Data Fabric, a method is
needed to seamlessly control and manage data
between on-premises storage arrays (such as all flash)
and the many storage endpoints within the hybrid
cloud. Using a common structure and architecture,
a Data Fabric provides efficient data transport,
software-defined management, and a consistent data
architecture to allow data to move easily from onpremises systems to public clouds and back, as needed.

easily moved back on premises or to another more
secure cloud environment.
• Better utilization of resources. Mature applications
often require lots of data center space, power, and IT
staff resources. A Data Fabric allows movement of
selected applications to a public cloud infrastructure
while freeing internal IT resources to focus on the
applications that deserve their attention.

A connected Data Fabric that enables data portability,
control, and security has several benefits, including:

• Cloud-based disaster recovery. A Data Fabric
enables economical multisite disaster recovery (DR).
Storage area network (SAN) replication between
Data Fabric endpoints allows for hot site DR with
very short recovery times and a cloud-based, costeffective DR option.

• Economic and data governance flexibility.
If application development projects designed in
the cloud are discontinued, a Data Fabric allows the
server instances and accompanying data to simply
be deleted. However, if the application development
is successful and moves into production, it can be

All-flash and hybrid cloud models are poised to
become the dominant models in enterprise IT. A Data
Fabric that enables IT organizations to fully capitalize
on these fast-growing models will also enable a
faster, more agile response to dynamic business
requirements.
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Connecting Clouds with
a Consistent Data Fabric
To deliver the full potential of the cloud, storage
vendors need to provide a way to easily manage and
move data between on-premises flash storage and
multiple clouds.
With a unified set of data services spanning multiple
clouds, it’s no longer necessary to keep applications
locked away in siloed clouds. Instead, entire
applications become portable as they (and their
data) move seamlessly across on-premises and offpremises clouds. As requirements change, storage
and deployments change, too. At the same time,
companies maintain total control of their data, allowing
improved security, governance oversight, and visibility
into performance and usage. All of these things come
together with a Data Fabric.
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The Three Data Fabric Enablers
The three basic requirements of a Data Fabric are
consistent data format, software-defined data
management, and fast and efficient data transport.
These characteristics deliver flexibility, mobility, and
control across vastly different cloud resources.

Consistent data format
Enterprise data storage is composed of a myriad
of different interfaces, protocols, and formats. For
example, FC, iSCSI, and FCoE are popular block storage
protocols, while NFS, pNFS, and CIFS (now known as
SMB) are the dominant file storage protocols. To add
complication, cloud storage providers frequently use
object storage APIs based on the RESTful interface,
such as Amazon’s Web Services (AWS) S3 API and the
OpenStack community’s Swift protocol.
To create a fluid and efficient Data Fabric, all of these
different methods of data storage communication

must be understood and translated where needed.
Only then can data in AWS S3 buckets be quickly
copied to on-premises, block-based storage or data
contained in one cloud provider be instantly migrated
to another provider.

Software-defined data management
A Data Fabric requires a single control plane that
executes and monitors the flow of data throughout
the Data Fabric, regardless of endpoint. This
management interface must contain policy engines
that enforce service-level and governance objectives
for data availability and protection and should alert
administrators when a policy falls out of limits.
The management interface should also apply storage
efficiency policies such as deduplication, compression,
and cloning where appropriate and provide a single
view of all data for greater visibility into data usage
and performance.
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Fast and efficient data transport
One barrier to hybrid cloud adoption is the slow
data transfer rates offered by public cloud providers
(including hosted and hyperscalar services) compared
to those of on-premises storage arrays. According to
recent data, the fastest cloud storage providers using
SSD devices max out around 30,000 input/output
operations per second (IOPS). Compare that to onpremises all-flash arrays, which can easily sustain
200,000 IOPS or more.

A Data Fabric also enables the fast and efficient
transportation of application data as I/O resources
change throughout the application’s lifecycle.
Applications that begin as a pilot project can reside
in a slower cloud-hosted environment and move to a
faster and more secure private cloud environment once
in production. Then they can return to another hosted
cloud when ready for sunsetting. In each case, the
application data is seamlessly transported across the
hybrid cloud through Data Fabric endpoints to keep
up with resource demands.

Storage efficiencies can significantly boost data
transport speeds within a Data Fabric. Backup and
replication, deduplication, and data compression based
on NetApp® Snapshot® technology all work to reduce
the actual number of bytes transferred.
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Application Lifecycles
in the Data Fabric
The need to accelerate application development is driving organizations
to adopt agile development models—referred to as DevOps—that are
often implemented on cloud-based services. This makes sense, because
public clouds offer undeniable economic benefits, including:
• Pay-as-you-go pricing
• On-demand availability
• Rapid up or down scalability
However, a cloud-based application can become locked into a cloud
silo, where its data is the prisoner of one cloud provider or another.
To avoid this lock-in, a Data Fabric is useful to support application
lifecycle management across a hybrid cloud ecosystem.
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Definition

• Requirements
• Validation

Application Lifecycle

• Prioritization
• Release Plan

An application lifecycle includes three core components:
• Definition. The lifecycle begins with a definition of the application,
a corresponding business case, and an agreement to create and fund
the application.

Operations
• Monitor
• Support
• Upgrade

Application
Lifecycle
Phases

• Development. The actual application writing and developing are not
a one-time event, but occur several times over the lifecycle as updates
and rewrites take place.

Development
• Iteration Plan
• Develop
• Test

• Operations. The work required by IT to support and manage the
application begins shortly before deployment and continues until the
application is retired.
All three phases must be well executed for an application to deliver its
full value to an organization. Fortunately, a Data Fabric can assist in all
three phases of the application lifecycle.
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During Application Definition

During Application Development

An organization’s best practices and standards usually
define programming governance, but governance
should extend to applications designed to operate
in the cloud. This cloud governance model includes
guidelines for architecture and deployment, authorized
providers, security and protection, and cloud
onboarding and offboarding processes.

In a hybrid cloud environment, the ability to tear
down and rebuild a test environment in minutes—and
do it over and over again—is an absolute necessity.

A governance model that includes a unified Data
Fabric with seamless data transfer helps curtail the use
of “shadow clouds” by business units. A Data Fabric
helps demonstrate the value of supported, established,
and secure cloud models.

A Data Fabric with simple and secure cloud
management helps automate this process so that
application versions don’t require intervention or
special approval from corporate IT to implement.
This shortens development cycles and improves
collaboration among developer and operations teams.
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During Application Operations
IT operations must decide whether to host the
application in the cloud or on the premises. This
decision is determined by:
• Data custody and security requirements
• Desired application performance
• Cost analysis
What should not happen is for cloud-born applications
to remain there forever because there is no convenient
method to move them from the cloud to on-premises
equipment. Even applications built in the cloud should
be able to migrate to on-premises systems as needed.
A Data Fabric can facilitate the rapid movement of
data between public cloud providers, as well as from
public cloud environments to secure, high-performance
on-premises environments. It also makes sure that
application data remains continuously available, even

in the face of catastrophic failure, thanks to cloudhosted backup and cloud-enabled disaster recovery
(as enabled by the universal framework of the Data
Fabric enabled by NetApp).

Problem or Opportunity?
Lifecycle planning should begin long before an
application is handed off to IT operations. The key
benefit of the hybrid cloud and a Data Fabric is the
flexibility that comes from being able to use various
Data Fabric endpoints as enterprise applications are
developed, launched, and subsequently retired. Now
an IT organization can do so while still maintaining
complete control over data security and visibility. The
benefits of this model are undeniable, and with proper
planning it can help prevent application isolation while
making sure that organizations are ready for the cloudbased future of data management.
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Conclusion
A Data Fabric makes modern IT systems work. It
seamlessly connects different data management
environments across disparate clouds and on-premises
flash storage into a cohesive, integrated whole.
NetApp enables a Data Fabric across hybrid cloud
endpoints and allows an IT organization to embrace
the cloud on its own terms. With data storage as
flexible and mobile as computing, a business can
accelerate and expand its capabilities while also
reducing costs and improving data performance.

Two powerful new data storage options are driving
the future of information technology: all-flash onpremises systems and public cloud services. The Data
Fabric enabled by NetApp enables businesses and IT
organizations to get more from both infrastructures by
leveraging the hybrid cloud to move their data where
they need it most, on demand and under control.

To learn more about how the Data Fabric
enabled by NetApp, all-flash systems,
and hybrid cloud solutions can help your
company move forward more quickly,
visit www.netapp.com.
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